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Technical Content:   good

Originality:         good

Importance:          good

Interest to "PERFORMANCE EVALUATION":   very good

Adequate reference to prior work:       very good

Organization:  very good

Too long or too short:  just right

Clear Presentation: very good

Satisfactory English: very good
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II. RECOMMENDATION:

Please recommend one of the following. If a revision is recommended, please detail this 

recommendation in Section III.

______________ 

Reject

______________
   
Author should prepare a major revision

____XXX_______

Accept the paper if certain minor revisions are made

______________

Accept with no changes

III. DETAILED COMMENTS TO THE AUTHOR

Paper No.:

Author(s): Hernandez-Campos, Marron, Samorodnitsky, Smith

Title: Variable heavy tails in Internet Traffic

Please type on this page any comments that substantiate your recommended rejection of 

this paper or that will help the author in preparing a suitable revision. Normally a copy of 

these comments is forwarded to the author(s). Therefore, be sure not to identify yourself. 

This paper summarizes and contributes to an ongoing discussion of the

nature of the distributions of network metrics like transmission size,

in particular the tail behavior of the distributions.  This discussion has

some practical implications (although some researchers have argued that

they are minimal), and it has additional implications for modelers and

investigators interested in understanding aggregate behavior in the Internet.

This paper is well-written and clear, and I think it is interesting to the

readers of PE.  The primary contributions of the paper are:

1) additional methodology (and terminology) for investigating tail behavior

and 

2) additional theory that shows that the conventional definition of a

long-tailed distribution can be relaxed, and that a distribution that

satisfies the relaxed definition can explain observed long-range dependence

in Internet traffic.

The introduction is well-written and provides a useful summary of the "story"

up to this point.  In places, though, the authors need to be more careful

to summarize previous work accurately.  For example, on page 4, the sentence

"Downey (2001) provided... on the concept of 'tail index'"  The use of quotation

marks seems to attribute the term "tail index" to Downey, which is not accurate.

Also, on page 5, the authors report that "Downey correctly found oscillation",

but I am not sure that is an idea Downey discusses.  Finally, on page 11, the

authors seem to attribute the term "effective tail index" to Downey, but the

term is not his.

This brings me to a broader problem that, although it is typographical, I think

is important.  The authors use quotation marks extensively, in a way that

introduces real ambiguity.  In different places, they use quotation marks to

(1) introduce a new term, (2) attribute a quotation to another author, (3)

indicate that they disagree with the use of a particular term, or with the

sentence in which it appears, (4) use a term that has been previous defined

or (5) distance themselves from a term, as if to deflect a criticism of it.

This is not a fine point of punctuation; this ambiguity is a serious problem.

I recommend the following corrections: quotation marks should be used only for

direct quotation.  Use italics for emphasis, and bold to define a new term.

After a term is defined, use it without typographical apology.  If you feel

the need to distance yourself from a term, explain why explicitly.  For example,

"For want of a better term, we refer to these oscillations as {\bf wobbles}." 

On Page 6, in the discussion of data collection, it is important to be clear

about how the collection mechanism deals with connections that are in progress

at the beginning and end of the collection periods.  Using relatively

short collection periods introduces a measurement bias that is particularly

important in the extreme tail.  The authors should evaluate the effect of this

bias (or explain why it is not significant).

On page 8, the authors report that the fit of a lognormal model "seemed

slightly worse."  How did they estimate the parameters of the model?

Also page 8, in the discussion of the limitations of the Q-Q plot, I think

an important point is that the usefulness of a Q-Q plot depends on the ability

to estimate parameters.

On page 12, the last paragraph is too vague.  It should be explained more

carefully here, or the discussion should be postponed.

One minor point of style: some references to previous work are in the present

tense, others in the past (examples on page 13).  Pick one.

One page 13, it would be useful to include and discuss Mitzenmacher's paper,

available at:

http://citeseer.nj.nec.com/mitzenmacher01dynamic.html

I have one minor objection that I hope will not brand me as a chauvanist for

the lognormal distribution, to which I have no special attachment.  In the

comparison of the lognormal and Pareto-lognormal models, I think it is important

to acknowledge the total number of free parameters in each model.  In general,

we expect more parameters to yield better fits, so it is not entirely surprising

that the 15 parameter model looks better than the 9 parameter model.  On the

other hand, by the time you have double-digit parameter counts, it is probably

not terribly meaningful to say that one family of models seems to be doing better

than another.  After all, you can always add another mode.  But if you must make

comparisons, you should compare models with the same number of parameters.

Section 4 looks good to me.  I did not scrutinize the derivation on pages

22 and 23, but the presentation and explanation seem clear.

Overall, I think this paper is interesting and technically sound.  I recommend

that it be accepted.
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II. RECOMMENDATION:

Please recommend one of the following. If a revision is recommended, please detail this recommendation in Section III.

______________ 

Reject

______________
 Author should prepare a major revision

X
             Accept the paper if certain minor revisions are made

______________     Accept with no changes

III. DETAILED COMMENTS TO THE AUTHOR

Paper No.:

Author: Felix Hernandez-Campos, J.S. Marron, Gennady Samorodnitsky, and F.D. Smith 

Title: Variable Heavy Tails in Internet Traffic

Summary

The authors show that the tail of the distribution of response sizes of Internet flows exhibits systematic wobbles.  They propose mixture models that can capture these wobbles, termed as variable heavy tails, better than classical pure Pareto models.  Finally, the authors present a mathematical proof that shows varying heavy tails can lead to long-range dependence.

Major contributions

1) Establishment of the varying nature of the heavy tail index of the response size tail.

2) Improved statistical models that allow tail behaviour to be related to the behaviour of subpopulations.

3) A less restrictive explanation for long-range dependence that accommodates variation in the heavy tail index.

Major weaknesses

1) No discussion on the performance implications of variable heavy tails.

2) A somewhat arbitrary "visual" fitting process which has not been explained clearly.

3) Readability could be greatly improved.

Detailed comments

Major

1) Lack of adequate background information in Section 1 brings down the overall readability of the paper.  Concepts such as heavy-tailed distributions, tail index, and relationship between heavy-tailedness, long-range dependence, and the autocovariance function must be introduced upfront.  Specifically, Section 1 must include the following items:

a) Formal definitions of heavy-tailed distributions and the tail index. 

b) A formal definition of long-range dependence in terms of polynomial decay of the autocovariance function. 

c) A formal description that relates heavy-tailedness with long-range dependence.  

d) A description and/or reference to previous work that relates heavy-tailed file sizes to heavy-tailed durations.  At present, the paper starts by discussing the duration distribution (Page 2) and then abruptly shifts to file size distributions from Page 3 onwards, without establishing the link between the two. Also, the distinction between file sizes and durations must be maintained while referring to related work.  For example, the papers by Downey and Towsley question heavy-tailedness of file sizes and **not** (directly) durations, as mentioned in the paper (Page 3, paragraph 1).

2) The Pareto tail fitting attempts to fit a Pareto distribution for **all** the points in the data.  Several studies (for example, see Barford's SURGE paper and Arlitt's World cup '98 workload paper) have shown that the combination of lognormal for the body and Pareto (only) for the tail gives a better fit.  I suspect this approach may yield a better match between the "dotted simulation" envelope and the empirical curve in Figure 2. Discuss why this approach wasn't tried? 

3) A more rigorous (than the visual) evidence of the "statistical significance" of the wobbles must be provided. What are the upper and lower (say 95%) confidence limits for the simulated percentiles? How close are these values to the empirical percentiles? Also, Figure 4 and the related discussion seem to suggest that wobbles are statistically significant because all the 21 curves look similar.  Why does "similarity" imply statistical significance? Was the approach of comparing the simulated envelope with the empirical curve repeated for all the 21 four-hour blocks to verify the statistical significance of wobbles?

4) Why is the "effective tail index" computed (through difference coefficients) for the **entire** empirical distribution as opposed to just its tail?  This is not consistent with the approach used by others (see the previously mentioned papers by Barford and Arlitt).  Usually, the "start" of the tail region is estimated by using the aest tool and the tail index is estimated only for the tail region. Discuss.

5) For the improved distribution modeling, fitting models for "good visual impression" is a problem.  This approach is arbitrary and may lead to biases in favour of some models. A concrete definition of "good visual impression" that is applied consistently for all the modeling exercises is needed to ensure a fair comparison of the modeling alternatives. The following questions need to be answered.  What was the objective of the visual fitting process? Was it to minimize differences between the empirical and synthetic distributions for some selected percentile or was it to achieve a global minimization of the differences between the empirical and synthetic distributions? What insights do you have for others who would like to repeat this exercise for other datasets?  Also, it may be useful to provide goodness of fit measures (for example, the ks statistic) for all the modeling exercises.

6) Not considering some datasets previously characterized by others (for example, such as those whose conclusions were refuted by Downey) is a bit of a missed opportunity.  Elaborate, if possible, on whether variable heavy tails can explain anomalies identified by Downey in some of the previous results (with respect to Figures 4-13 in his MASCOTS paper).  There is a passing reference to wobbles being consistent with Downey's observations but a more detailed discussion can further the "universality" of variable heavy tails.

7) It is not clear from the paper that the theory of regularly varying tails is an existing theory.  Clarify and provide a reference. 

8) The paper is silent about the performance implications of variable heavy tails.  How important is it to accurately model wobbles from a performance evaluation standpoint?  Will the performance impact of a pure Pareto workload be significantly different than that of a more accurate mixture model workload?  For example, is the "degree" of long-range dependence compromised when a Pareto distributions is used instead of the mixture models? (Figure 4 and Figure 5 of the paper "On the Tails of Web File Size Distributions" by Gong et al. address a similar question)   A discussion, perhaps based on Equation 8, is needed to convince readers that modeling variable heavy-tails is important for performance evaluation.             

Minor

1) Quotes ("") need to be used judiciously and not indiscriminately as in the paper. Quotes have been used sometimes to define terms and sometimes to refer to phrases in other papers.  This is confusing.  Use italics for definitions.  When a concept from another paper needs to be referenced, it is better to summarize the concept first and then discuss it rather than merely quoting verbatim from the paper.  For example, in paragraph 1 of Page 4 its better to explain what "distributional fragility" is instead of merely quoting that phrase.

2) A ":" must be preceded by a full sentence.  For example, from Page 4, "A deep and important issue of this type is:" is wrong.    

3) As far as possible, try avoiding long phrases or sentences within parenthesis.  These probably deserve to be stand-alone, non-parenthesized sentences.

4) Be consistent with regards to compound words.  For example you have used both "tail index" and "tail-index".

5) Page 2, last but one line, not clear what "central 80%" means.

6) Use better axis labels for Figure 2.  For example, Log (Pareto Quantiles) and Log (Observed Quantiles).

7) Page 8, Section 2.2, Paragraph 2, to be consistent with existing terminology use "LLCD" instead of "CCDF".

8) The labels of the LLCD plots should also be changed.  Use something similar to "log(x)" for the x-axis and "log(P [X > x])" for the y-axis.

9) Page 12, last paragraph, last but one sentence, briefly summarize what was said in Section 7 of Gong et al.
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III. DETAILED COMMENTS TO THE AUTHOR

Paper No.:

Author: Hernandez-Campos et al

Title: Variable Heavy Tails in Internet Traffic

Please type on this page any comments that substantiate your recommended rejection of 

this paper or that will help the author in preparing a suitable revision. Normally a copy of 

these comments is forwarded to the author(s). Therefore, be sure not to identify yourself. 

This paper has two parts. In the first part, the authors analyze several Internet 

traffic data sets. The chief contribution of this part is to show that the tail of the 

distribution of IP flow time durations has several "wobbles" that cannot be explained away

as sampling artifacts. The authors show via simulation that if the tail of the distribution

is modeled as a mixture of 3 log-normals or 3 double Pareto log-normals, it will exhibit

wobbles as observed in the empirical data. In the second part of the paper, the authors

propose a mathematical theory that can explain the wobbles in the tail while at the same

time having the property that heavy-tails still lead to long-range dependence. 

Overall, this paper makes some valuable contributions to the current

understanding of internet traffic distributional behavior, and I recommend that it

be accepted. However, I have only a passing familiarity with many of the concepts

discussed in this paper, and so my review should be taken with the requisite grain

of salt. (In particular, I did not fully go through the theory in Section 4.)

A few comments regarding the presentation of the paper:

1) The Introduction section could be reorganized into two sections -- the first a more

concise introduction, and the second a discussion of related work. In particular, the

relevant work of Downey and Mishra et al could be discussed in more detail to provide

the reader some additional background on the topic of the paper.

2) The captions for Figures 2-7 should be more detailed. At present, the captions on

 the figure provide very little information and the reader has to constantly refer to

the text while looking at a figure.

